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MLS is a protocol for establishing keys and encrypting messages among a group of par-
ticipants. The key exchange part of the protocol is provided by ART or TreeKEM. This
document discusses options for adding authentication to MLS. Design questions for work-
ing group feedback are highlighted with WG Question. A sketch of a concrete protocol
design is at the end.

1 Goals

In their analysis of the Signal protocol, Rösler et al. summarize the security model for
group communications as follows:

Intuitively, a secure group communication protocol should provide a level of
security comparable to when a group of people communicates in an isolated
room: everyone in the room hears the communication (traceable delivery), ev-
eryone knows who spoke (authenticity) and how often words have been said
(no duplication), nobody outside the room can either speak into the room (no
creation) or hear the communication inside (confidentiality), and the door to
the room is only opened for invited persons (closeness).

Here we are concerned mainly with the authenticity and closeness aspects of this model,
i.e., ensuring that knows who is in the group, and who is speaking. These requirements
can be reflected in terms of MLS operations in the following way:

• On receiving a GroupAdd or Remove message, the recipient should be able to au-
thenticate the identity of the sender of the message

• On receiving an Update message, the recipient should be able to authenticate that
the sender is the legitimate holder of the slot being updated

• Before sending a message encrypted with the group key, the sender should be able to
authenticate the identities of the other members of the group, i.e., the set of actors
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who have been granted access to the key by the key exchange protocol

• On receiving an encrypted message, the recipient should be able to authenticate the
identity of the sender

We would like these to hold assuming that everyone outside the group is malicious. In
particular, the usual assumptions about a messaging service being able to block, inject,
modify messages, etc. hold here. We should also tolerate a degree of maliciousness by
clients: A single misbehaving member should not be able to cause other members of the
group to come to an incorrect conclusion about the membership of the group or the sources
of messages. (Obviously, if a mis-behaving member colludes with another party, he can
simply pass that party all of the group’s secrets.)

The third requirement above implies that all members of the group agree on the list of
members in the group. We will refer to this as the roster for the group. For simplicity,
let’s assume that this roster is a list of metadata attached to each slot in the key exchange
protocol (e.g., an identity or public key), or an indication that the slot is blank.

Authentication of messages and updates is then simply a question of matching the senders
against the roster. The interesting design question is how GroupAdd and Remove messages
make changes to the roster while ensuring the integrity in the roster. We may also wish to
enable Updates to update entries in the roster if the roster includes signing keys and we
want to enable PCS for signing keys.

Removals and Updates are easier than Adds. Once the sender of the Remove can be au-
thenticated and authorized (e.g., by comparing an identity or signing key to the roster),
then it need only specify which slot in the roster should be vacated. Updates, once autho-
rized, just need to specify the new contents of the roster for that slot. So let’s focus on
how members are added.

2 Authenticating New Members

In the authentication literature, there are two broad categories of protocol, both of which
have a slight mismatch for the MLS case. One-to-one protocols obviously don’t handle
groups. Group protocols tend to be “one-shot”, in that they assume a group is pre-formed
and don’t handle addition or removal. So we need to look at either “groupifying” a 1-1
protocol or “incrementalizing” a group protocol. As starting points, let’s take SIGMA from
the 1-1 camp and a construction due to Katz and Yung from the group camp, starting with
the latter.
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2.1 The Katz-Yung Path

Katz and Yung propose a compiler from group key exchange to authenticated group key
exchange, based on each participants providing a random nonce that is included in the
signatures of other participants. Applying this compiler to the special case of a standard
DH exchange between two parties and simplifying a bit, we arrive at the following protocol
for creating a group with two participants:

A
A, rA // B

B, rB , gy , sigB(gy |A|rA|B|rB)
oo

gx, sigA(gx|A|rA|B|rB)
//

If we’re willing to use the DH key shares themselves as the clients’ entropy contributions,
then we get a protocol that has pretty much the same shape as SIGMA, with the difference
that the identity of A can’t be encrypted.

A
A, gx

// B

B, gy , sigB(A|gx|B|gy)
oo

sigA(A|gx|B|gy)
//

However, this protocol is still “online”, since A is not authenticated to B until the third
message. We can eliminate the round-trip by just having A sign its own contribution, and
B append its contribution.

A
A, gx, sigA(A|gx)

// B

B, gy , sigB(A|gx|B|gy)
oo

This last protocol starts to look something that could get mapped to MLS, since the first
message is effectively a UserInitKey. I’ve verified in Tamarin that all of these models
satisfy the standard set of authentication properties, including relevant notions of liveness
and injectivity.
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Now suppose we extend this same logic to the three-party group key exchange where first
A and B exchange gx and gy, then C contributes gz and the group secret becomes gzg

xy
.

(This matches ART, but would also work for TreeKEM; the details of the key exchange
aren’t important here.) We can extend the above protocol to cover this case by having A
be the “creator / adder” and having B and C contribute InitKeys.

A B
A, gx, sigA(A|gx)

oo C

B, gy , sigB(A|B|gx|gy)
//

C, gz , sigC(C|gz)
oo

A, B, gg
xy

, sigA(A|B|C|gzgxy |gz)
//

C, gz , sigA(A|B|C|gzgxy |gz)
//

I’ve mocked up this interaction in Tamarin, and it seems to have the expected properties
with regard to an external attacker. It is not safe against bad actions by A – A can
craft messages such that B and C arrive at the same key, but a different understanding
of the membership of the group. However, if we hash the roster into the group key (k =
H(A|B|C|gzgxy)), then roster consistency is guaranteed even if A is malicious. If the final
message also includes the signature by C, then A will get proof of liveness.

It seems like this proof should extend to a protocol that covers the more generic case, where
we take C to be a new member, A to be the member of the group adding C, and B to be
any other member of the group. Suppose that:

• Before adding C, the group has roster Ri

• After adding C, the group has roster Ri+1

• Key exchange message Mi has the information needed for C to initialize its key
exchange state

Then it seems like the following protocol should establish an authenticated key among the
group with C added:
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A B C

C, gz , sigC(C|gz)
oo

Ri, Mi, sigA(Ri+1|Mi|gz)
//

C, gz , sigA(Ri+1|Mi|gz)
//

If at each stage the key is Ki = kdf(ki|Ri), where ki is the key emitted by the key exchange
given Mi and gz, then it seems like we should get the consistency properties noted above
in the general case as well.

2.2 The SIGMA Path

SIGMA is a framework for adding authentication to a two-party key-exchange protocol,
using a SIGnature and a MAc, most notably used as the basis for TLS 1.3.

A
gx

// B

gy , B, sigB(gx|gy), macKm (B)
oo

A, sigA(gy |gx), macKm (A)
//

Here Km is a key derived from the shared secret gxy. The session key Ks established by
the protocol is derived from the same shared secret.

UserInitKeys don’t arrive quite so naturally in this construction as they do in the Katz-
Yung construction. So let’s just posit their existence. Let’s also observe that content that
is MAC’ed in SIGMA is effectively the roster for the two-person group, with the recipient
of the message elided. Rearranging things along these lines gives the following:

A
A, gx, sigA(A|gx)

// B

B, gy , sigB(gx|gy), macKm (A|B)
oo
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From that second message, we can generalize to the full group by identifying the signed
payload with the key exchange messages Mi, gz and the MAC’ed information with the
roster of the group Ri.

A B C

C, gz , sigC(C|gz)
oo

Ri, Mi, sigA(Mi|gz), macKi
(Ri+1)

//

C, gz , sigA(Mi|gz), macKi
(Ri+1)

//

Note that in this protocol, like the above, the roster needs to be be hashed into the key
(Ki = kdf(ki|Ri)) in order to ensure ensure roster consistency.

2.3 Synthesis and Verification

In the end, it seems like the two paths ultimately end up at more or less the same place.
The only question is whether a GroupAdd message carries only a signature or both a
signature and MAC.

• Katz-Yung: sigA(Ri+1|Mi|gz)

• SIGMA: sigA(Mi|gz), macKi(Ri+1)

There are arguments for each of these constructions. The Katz-Yung-like construction is
arguably simpler. It requires a single signature, and doesn’t require a MAC primitive. The
SIGMA-like construction is more like TLS, and could open the door to cases that don’t
use signatures, analogous to the PSK modes in TLS.

WG Question: Which of these two approaches to authenticating handshake messages
seems preferable?

In order to verify that these protocols are sound, I’ve mocked up several of the iterations
above in the Tamarin security protocol verification tool. The models are available in this
GitHub repo.

For of the two party-protocols, these models indicate that all of the protocols above meet
the same set of liveness, confidentiality, and authentication requirements. For the more
general models, I’ve hand-crafted cases up to four participants. In these cases, the same
properties hold as for the two-party versions.
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3 Protocol Design

The above abstract protocol discussion indicates a few major needs:

• Handshake messages need to be signed by their sender

• In particular, the signature needs to cover the current roster

• The roster needs to be KDF’ed into in the resulting keys

There are a few questions about how we should go about implementing these require-
ments.

3.1 Roster Contents

WG Question: Should the roster contain identities, or also public keys?

The above analysis assumes that the roster contains only the identities of the partici-
pants, and that the signatures are somehow identifiable as coming from a given signer
identity.

If we map this to a concrete protocol in the obvious way, that would have clients cache a
roster of participant identities, and have each individual message include a credential that
expresses the relevant signing key and an authenticated binding between the signing key
and the signer’s identity. This provides maximal flexibility in the keys that are used for
signing (the key can be different on each message), at the cost of sending a credential in
each message.

An alternative design would have clients cache authenticated public keys for each par-
ticipant in the conference, in addition to identities. This would require roster-changing
messages to carry credentials that authenticate identity / public key bindings, but for
message that don’t change the roster (application messages or Updates) could just have
a signature. This approach would prevent anyone outside the group from creating an au-
thenticated message, since they would not be able to provide a public key or credential in
the message.

3.2 Roster Caching

WG Question: Should we require clients to cache the roster by value?

Here again, we have two design approaches. In addition to the obvious implementation,
where clients store the whole roster for the group, the protocols above admit designs where
the protocol describes the roster in hashed form (e.g., as a Merkle tree head) and clients
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get the full roster out of band. In fact, this is the form of the protocol implemented in my
Tamarin models. The concrete protocol will differ based on whether clients are expected
to store the whole roster or only a commitment to it.

The trade-off here is primarily client storage vs. message overhead. If the clients store
the whole roster, then message signatures can just indicate the public key used for the
signature. If the clients only store a commitment, then the message signatures also need to
include a proof that the signing key is in the roster that corresponds to the commitment.
(The current draft takes the latter approach.)

In the case where the clients do not cache the roster, there is also a question of what the
client does cache. It will need to keep a value that can be used to compute a representation
of the roster for inclusion in the signature/MAC calculations, and which can be updated
to account for changes in the group. This might be possible with some Merkle tree tricks,
but these would need to be elaborated.

3.3 Roster Access

WG Question: Should the roster be communicated in the protocol?

Irrespective of whether clients keep the roster around or not, clients need to be able to
access it. That raises the question of how clients should get access to the roster – within
MLS or out of band?

Passing the roster within MLS would simplify client logic for managing rosters. The portion
of the GroupAdd message consumed by the joining client would provide that client with
the group’s roster. (The group-facing parts of GroupAdd, Update, and Remove messages
are the same in either case.) The cost of this approach is that the joiner-facing part of
the GroupAdd would grow linearly in the size of the group. That might be tolerable in
a situation where the joiner-facing part is sent separately, to the joiner alone and not the
group. If the linear-sized piece needs to be sent to the whole group, then this approach
would be more of a burden.

The alternative would be to provision new joiners with a commitment to the roster and
optionally a way to download it. The roster could also be stored in encrypted form on
a server, with the key provisioned to new joiners alongside the roster commitment. This
approach keeps all MLS protocol messages small regardless of the size of the group, but it
increases the complexity of the protocol for both new and existing members. New members
have to implement some secondary protocol to fetch the roster, and existing members have
to make sure that roster updates are made in sync with updates to the group.
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3.4 Group Agreement

WG Question: Which elements of group state should get KDF’ed into the group key?

Including things in the KDF ensures that the group either agrees on the value of the thing
or decoheres. The above highlights the need to treat the roster this way, but you could
also envision including some other aspects of the group state, for example:

• the group ID

• the transcript of handshake messages

• the contents of the ratchet tree

4 Solution Sketch

My proposed answers to the above WG Questions would be focused on optimizing sim-
plicity and message size, at the cost of some client storage:

1. SIGMA or Katz-Yung? Katz-Yung, because it seems simpler

2. Pubkeys in roster? Yes, because it keeps messages smaller

3. Clients store roster? Yes, because it keeps messages smaller

4. Roster in-band or out? In-band, because it’s simpler and message size impact is
limited

5. What to KDF? Everything that clients are expected to have in common

That would lead to something like the following modifications to the protocol:

• Split out a Welcome message from GroupAdd that contains information communi-
cated privately to the new joiner, including the roster. This will keep the GroupAdd
log-size, as the other messages.

• Define a GroupState construct that captures the attributes of group state that the
group should agree on: ID, roster, tree, transcript, etc.

• Attach to each handshake message a signature by the sender over the GroupState

representing the group after the change. Assuming the GroupState includes the
roster and the handshake transcript, this implements the signature required by the
Katz-Yung-like construction.

• Similarly, whenever the group key is ratcheted forward, include the GroupState in
the KDF.
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• To initialize roster slots from GroupAdd: Have UserInitKey structs include a creden-
tial for the user, and have GroupAdd messages include the UserInitKey.

• To blank roster slots on Remove: Define a representation of blank slots in the roster.
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